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Licence

Copyright 2017 Torsten Hothorn

This file is part of the ‘libcoin’ R add-on package.

‘libcoin’ is free software: you can redistribute it and/or modify it under the terms of the GNU General
Public License as published by the Free Software Foundation, version 2.

‘libcoin’ is distributed in the hope that it will be useful, but WITHOUT ANY WARRANTY; without
even the implied warranty of MERCHANTABILITY or FITNESS FOR A PARTICULAR PURPOSE. See
the GNU General Public License for more details.

You should have received a copy of the GNU General Public License along with ‘libcoin’. If not, see
<http://www.gnu.org/licenses/>.
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Chapter 1

Introduction

The libcoin package implements a generic framework for permutation tests. We assume that we are provided
with n observations

(Y;, X;, w;,block;), i=1,...,N.

The variables Y and X from sample spaces ) and X may be measured at arbitrary scales and may be
multivariate as well. In addition to those measurements, case weights w; € N and a factor block; € {1,..., B}
coding for B independent blocks may be available. We are interested in testing the null hypothesis of
independence of Y and X

Hy: D(Y | X) = D(Y)

against arbitrary alternatives. Strasser and Weber (1999) suggest to derive scalar test statistics for testing
Hj from multivariate linear statistics of a specific linear form. Let A C {1,..., N} denote some subset of
the observation numbers and consider the linear statistic

T(A) = vec (Z wig(X)h(Y;, {Y; |ie A})T> € RPY, (1.1)

€A

Here, g : X — RP is a transformation of X known as the regression function and h : Y x Y" — R? is a
transformation of Y known as the influence function, where the latter may depend on Y; for i € A in a
permutation symmetric way. We will give specific examples on how to choose g and h later on.

With x; = ¢g(X;) € R and y; = h(Y;, {Yi,i € A}) € R? we write

T(A) = vec <Z wixiy;r> c RPC. (1.2)

i€ A

The libcoin package doesn’t handle neither g nor h, this is the job of coin and we therefore continue with
x; and y;.

The distribution of T depends on the joint distribution of Y and X, which is unknown under almost
all practical circumstances. At least under the null hypothesis one can dispose of this dependency by fixing
X,,i € A and conditioning on all possible permutations S(.A) of the responses Y;, 7 € A. This principle leads
to test procedures known as permutation tests. The conditional expectation u(A) € RP? and covariance
Y(A) € RPOXPQ of T under Hy given all permutations o € S(A) of the responses are derived by Strasser



and Weber (1999):

wA) = E(T(A)|S(A) —VeC<<szXz> (h [ S(A)) )

i€ A
S(4) = V(T(A)] S(4)
= ST s (wal@wz ) o

€A
-
1
- ———V(h|S(A ( wxl>®< wixi>
Wi ) e\

where w.(A) = > ,c,w; denotes the sum of the case weights, and ® is the Kronecker product. The
conditional expectation of the influence function is

E(h | S(A) = w.(A) ") wiy; € R9
€A

with corresponding @ x @ covariance matrix

V(h | S(A) )7E> T wi (yi —E(h | S(A))) (yi —E(h | S(A)) "

i€ A

With A, = {i | block; = b} we get T =0 T(Ap), p= S0 1u(Ap) and £ = 327 5(Ap).

Having the conditional expectation and covariance at hand we are able to standardize a linear statistic
T € RP? of the form (1.2). Univariate test statistics ¢ mapping an observed linear statistic t € RY? into
the real line can be of arbitrary form. An obvious choice is the maximum of the absolute values of the
standardized linear statistic

t—p

Cmax(t, s E) = Imax W

utilizing the conditional expectation p and covariance matrix 3. The application of a quadratic form
Cquad(t, 1, 3) = (t — p)XH(t — )T is one alternative, although computationally more expensive because
the Moore-Penrose inverse ¥ of ¥ is involved.

The definition of one- and two-sided p-values used for the computations in the libcoin package is

Ple(T,u,Y) < c(t,u, X)) (less)
P(e(T, 1, %) = cft,p, X)) (greater)
P(le(T, 1, 2)] < Je(t,p1, X)])  (two-sided).

Note that for quadratic forms only two-sided p-values are available and that in the one-sided case maximum
type test statistics are replaced by

. t—pu t—p
min (dlag(Z)l/Q> (less) and max <d1ag(2)1/2> (greater).

This single source file implements and documents the libcoin package following the literate programming
paradigm. The keynote lecture on literate programming by Donald E. Knuth given at useR! 2016 in Stanford
very much motivated this little experiment.



Chapter 2

R Code

2.1 R User Interface

"libcoin.R" 3a=

(R Header 163a)

( LinStatExpCov 4)

( LinStatExpCovld 6 )

( LinStatExpCov2d 8 )
(wveov LinStatExpCov 10)
(doTest 12)

( Contrasts 14)

o

The libcoin package implements two functions, LinStatExpCov and doTest for the computation of linear
statistics, their expectation and covariance as well as for the computation of test statistics and p-values.
There are two interfaces: One (labelled “1d”) when the data is available as matrices X and Y, both with the
same number of rows N. The second interface (labelled “2d”) handles the case when the data is available in
aggregated form; details will be explained later.

( LinStatExpCov Prototype 3b) =
(X, Y, ix = NULL, iy = NULL, weights = integer(0),
subset = integer(0), block = integer(0),
checkNAs = TRUE,
varonly = FALSE, nresample = 0, standardise = FALSE,
tol = sqrt(.Machine$double.eps))o

Fragment referenced in 4, 18.
Uses: block 28bd, subset 27be, 28a, weights 26c.



( LinStatExpCov 4) =

LinStatExpCov <- function( LinStatEzpCov Prototype 3b)
{
if (missing(X) & !'is.null(ix) & is.null(iy)) {
X <- ix
ix <- NULL
}

if (missing(X)) X <- integer(0)

### <FIXME> for the time being only!!! </FIXME>
## if (length(subset) > 0) subset <- sort(subset)

if (is.null(ix) & is.null(iy))
return(.LinStatExpCovlid(X = X, Y = Y, weights = weights,
subset = subset, block = block,
checkNAs = checkNAs,
varonly = varonly, nresample = nresample,
standardise = standardise, tol = tol))

if (!is.null(ix) & !is.null(iy))
return(.LinStatExpCov2d(X = X, Y = Y, ix = ix, iy = iy,
weights = weights, subset = subset,
block = block, varonly = varonly,
checkNAs = checkNAs, nresample = nresample,
standardise = standardise, tol = tol))

stop("incorrect call to LinStatExpCov")
}

<

Fragment referenced in 3a.
Uses: block 28bd, subset 27be, 28a, weights 26c, weights, 26de

2.1.1 One-Dimensional Case (“1d”)

We assume that x; and y; for i = 1, ..., N are available as numeric matrices X and Y with N rows as well as P
and @ columns, respectively. The special case of a dummy matrix X with P columns can also be represented
by a factor at P levels. The vector of case weights weights can be stored as integer or double (possibly
resulting from an aggregation of N > INT_MAX observations). The subset vector subset may contain the
elements 1,..., N as integer or double (for N > INT_MAX) and can be longer than N. The subset vector
MUST be sorted. block is a factor at B levels of length N.



( Check weights, subset, block 5a) =

if (is.null(weights)) weights <- integer(0)

if (length(weights) > 0) {
if (! ((N == length(weights)) && all(weights >= 0)))
stop("incorrect weights")
if (checkNAs) stopifnot(!anyNA(weights))
}

if (is.null(subset)) subset <- integer(0)

if (length(subset) > O && checkNAs) {
rs <- range(subset)
if (anyNA(rs)) stop("no missing values allowed in subset")
if (1 ((rs[2] <= N) && (rs[1] >= 1L)))
stop("incorrect subset")

}
if (is.null(block)) block <- integer(0)

if (length(block) > 0) {
if (1 ((N == length(block)) && is.factor(block)))
stop("incorrect block")
if (checkNAs) stopifnot(!anyNA(block))
}

<

Fragment referenced in 6, 8, 16.
Uses: block 28bd, N 24bc, subset 27be, 28a, weights 26c.

Missing values are only allowed in X and Y, all other vectors must not contain NAs. Missing values are dealt
with by excluding the corresponding observations from the subset vector.

(Handle Missing Values 5b) =

ms <- !complete.cases(X, Y)
if (all(ms))
stop("all observations are missing")
if (any(ms)) {
if (length(subset) > 0) {
if (all(subset %in% which(ms)))
stop("all observations are missing")
subset <- subset[!(subset %in) which(ms))]
} else {
subset <- (1:N) [-which(ms)]
}
}
<

Fragment referenced in 6.
Uses: N 24bc, subset 27be, 28a.

The logical argument varonly triggers the computation of the diagonal elements of the covariance matrix
Y only. nresample permuted linear statistics under the null hypothesis Hy are returned on the original and
standardised scale (the latter only when standardise is TRUE). Variances smaller than tol are treated as
being zero.



( LinStatExpCovld 6) =

.LinStatExpCovld <-
function(X, Y, weights = integer(0), subset = integer(0), block = integer(0),
checkNAs = TRUE, varonly = FALSE, nresample = 0, standard-
ise = FALSE,
tol = sqrt(.Machine$double.eps))
{

if (NROW(X) != NROW(Y))
stop("dimensions of X and Y don't match")
N <- NROW(X)

if (is.integer(X)) {
if (is.null(attr(X, "levels")) || checkNAs) {
rg <- range(X)
if (anyNA(zg))
stop("no missing values allowed in X")
stopifnot(rgl[1] > 0) ### no missing values allowed here!
if (is.null(attr(X, "levels")))
attr(X, "levels") <- 1l:rg[2]

}

if (is.factor(X) && checkNAs)
stopifnot (!anyNA (X))

( Check weights, subset, block 5a )

if (checkNAs) {
( Handle Missing Values 5b)
}

ret <- .Call(R_ExpectationCovarianceStatistic, X, Y, weights, subset,
block, as.integer(varonly), as.double(tol))
ret$varonly <- as.logical(ret$varonly)
ret$Xfactor <- as.logical(ret$Xfactor)
if (nresample > 0) {
ret$PermutedLinearStatistic <-
.Call(R_PermutedLinearStatistic, X, Y, weights, subset,
block, as.double(nresample))
if (standardise)
ret$StandardisedPermutedLinearStatistic <-
.Call(R_StandardisePermutedLinearStatistic, ret)

}
class(ret) <- c("LinStatExpCovid", "LinStatExpCov")
ret

}

o

Fragment referenced in 3a.
Uses: block 28bd, N 24bc, NROW 139b, R_ExpectationCovarianceStatistic 33a, R_PermutedLinearStatistic 40, subset 27be,
28a, weights 26¢c, weights, 26de.

Here is a simple example. We have five groups and a uniform outcome (rounded to one digit) and want
to test independence of group membership and outcome. The simplest way is to set-up the dummy matrix
explicitly:



> isequal <- function(a, b) {

+ attributes(a) <- NULL

+ attributes(b) <- NULL

+ if (!isTRUE(all.equal(a, b))) {
+ print(a, digits = 10)

+ print (b, digits = 10)

+ FALSE

+ } else

+ TRUE

+ }

> library("libcoin")

> set.seed(290875)

> x <- gl(5, 20)

> y <- round(runif (length(x)), 1)

> 1s1 <- LinStatExpCov(X = model.matrix(~ x - 1), Y = matrix(y, ncol = 1))
> ls1$LinearStatistic

[1] 8.8 9.5 10.3 9.8 10.5

> tapply(y, x, sum)

The linear statistic is simply the sum of the response in each group. Alternatively, we can compute the same
object without setting-up the dummy matrix:

> 1s2 <- LinStatExpCov(X = x, Y = matrix(y, ncol = 1))
> all.equal(lsl, 1s2)

[1] "Component mXfactorm: 1 element mismatch"

The results are identical, except for a logical indicating that a factor was used to represent the dummy matrix
X.

2.1.2 Two-Dimensional Case (“2d”)

Sometimes the data takes only a few unique values and considerable computational speedups can be achieved
taking this information into account. Let ix denote an integer vector with elements 0, ..., L, of length N and
iy an integer vector with elements 0, ..., L,, also of length N. The matrix X is now of dimension (L, +1) x P
and the matrix Y of dimension (L, 4+ 1) x Q. The combination of X and ix means that the ith observation
corresponds to the row X[ix[i] + 1,]. This looks cumbersome in R notation but is a very efficient way of
dealing with missing values at C level. By convention, elements of ix being zero denote a missing value (NAs
are not allowed in ix and iy). Thus, the first row of X corresponds to a missing value. If the first row is
simply zero, missing values do not contribute to any of the sums computed later. Even more important is the
fact that all entities, such as linear statistics etc., can be computed from the two-way tabulation (therefore
the abbrevation “2d”) over the N elements of ix and iy. Once such a table was computed, the remaining
computations can be performed in dimension L, x L, typically much smaller than N.



( LinStatExpCov2d 8) =

.LinStatExpCov2d <-
function(X = numeric(0), Y, ix, iy, weights = integer(0), subset = integer(0),
block = integer(0), checkNAs = TRUE, varonly = FALSE, nresam-

ple = 0,
standardise = FALSE,
tol = sqrt(.Machine$double.eps))
{
IF <- function(x) is.integer(x) || is.factor(x)

if (1 ((length(ix) == length(iy)) && IF(ix) && IF(iy)))
stop("incorrect ix and/or iy")
N <- length(ix)

( Check iz 9a)
( Check iy 9b)

if (length(X) > 0) {
if (! (NROW(X) == (length(attr(ix, "levels")) + 1) &&
all(complete.cases(X))))
stop("incorrect X")

}

if (!(NROW(Y) == (length(attr(iy, "levels")) + 1) &&
all(complete.cases(Y))))
stop("incorrect Y")

( Check weights, subset, block 5a)

ret <- .Call(R_ExpectationCovarianceStatistic_2d, X, ix, Y, iy,
weights, subset, block, as.integer(varonly), as.double(tol))
ret$varonly <- as.logical(ret$varonly)
ret$Xfactor <- as.logical(ret$Xfactor)
if (nresample > 0) {
ret$PermutedLinearStatistic <-
.Call(R_PermutedLinearStatistic_2d, X, ix, Y, iy, block, nresample, ret$Table)
if (standardise)
ret$StandardisedPermutedLinearStatistic <-
.Call(R_StandardisePermutedLinearStatistic, ret)

}
class(ret) <- c("LinStatExpCov2d", "LinStatExpCov")
ret

}

o

Fragment referenced in 3a.
Uses: block 28bd, N 24bc, NROW 139b, R_ExpectationCovarianceStatistic_2d 44, R_PermutedLinearStatistic_2d 51,
subset 27be, 28a, weights 26¢c, weights, 26de, x 24d, 25bc.

ix can be a factor but without any missing values



( Check iz 9a) =

if (is.null(attr(ix, "levels"))) {
rg <- range(ix)
if (anyNA(zg))
stop("no missing values allowed in ix")
stopifnot(rgl[1] >= 0)
attr(ix, "levels") <- 1:rg[2]
} else {
### lev can be data.frame (see inum::inum)
lev <- attr(ix, "levels")
if (!'is.vector(lev)) lev <- 1:NROW(lev)
attr(ix, "levels") <- lev
if (checkNAs) stopifnot(!anyNA(ix))
}

<

Fragment referenced in 8, 16.
Uses: NROW 139b.

( Check 1y 9b) =

if (is.null(attr(iy, "levels"))) {
rg <- range(iy)
if (anyNA(rg))
stop("no missing values allowed in iy")
stopifnot(rgl[1] >= 0)
attr(iy, "levels") <- 1:rg[2]
} else {
##t# lev can be data.frame (see inum::inum)
lev <- attr(iy, "levels")
if (lis.vector(lev)) lev <- 1:NROW(lev)
attr(iy, "levels") <- lev
if (checkNAs) stopifnot(!anyNA(iy))
}

<

Fragment referenced in 8, 16.
Uses: NROW 139b.

In our small example, we can set-up the data in the following way

X <- rbind(0, diag(nlevels(x)))

ix <- unclass(x)

ylev <- sort(unique(y))

Y <- rbind(0, matrix(ylev, ncol = 1))

iy <- .bincode(y, breaks = c(-Inf, ylev, Inf))

1s3 <- LinStatExpCov(X = X, ix = ix, Y =Y, iy = iy)
all.equal(ls1, 1s3)

vV V.V Vv Vv \VvyVv

[1] "Attributes: < Component MclassM: 1 string mismatch >"
[2] "Component mTableBlockm: Mean relative difference: 1"
[3] "Component mTablem: target is NULL, current is array"

> ### works also with factors
> 1s3 <- LinStatExpCov(X = X, ix = factor(ix), Y =Y, iy = factor(iy))
> all.equal(ls1, 1s3)



[1] "Attributes: < Component mclassm: 1 string mismatch >"
[2] "Component mTableBlockm: Mean relative difference: 1"
[3] "Component mTablem: target is NULL, current is array"

Similar to the one-dimensional case, we can also omit the X matrix here

> 1s4 <- LinStatExpCov(ix = ix, Y =Y, iy = iy)
> all.equal(1s3, 1s4)

[1] "Component mXfactorm: 1 element mismatch"

It is important to note that all computations are based on the tabulations

> 1s3$Table

> 1

(,11 [,2] [,3]1 [,4] [,51 [,e]1 [,7]1 [,8] [,9]1 [,10] [,11] [,12]

[1,] 0 0 0 0 0 0 0 0 0 0 0 0
[2,] 0 0 4 4 1 2 3 0 1 2 3 0
[3,] 0 2 2 1 2 2 5 0 1 1 3 1
[4,] 0 1 1 4 0 1 5 2 0 2 3 1
[5,] 0 0 2 2 4 2 2 1 3 2 1 1
(6,1 0 1 3 1 1 1 2 2 2 6 1 0

> xtabs (™ ix + iy)

iy
ix 12345678910 11
1044123012 3 0
2221225011 3 1
3114015202 3 1
4022422132 1 1
5131112226 1 0

where the former would record missing values in the first row / column.

2.1.3 Methods and Tests

Objects of class LinStatExpCov returned by LinStatExpCov() contain the symmetric covariance matrix as
a vector of the lower triangular elements. The vcov method allows to extract the full covariance matrix from
such an object.

(veov LinStatEzpCov 10) =

vcov.LinStatExpCov <- function(object, ...) {
if (object$varonly)
stop("cannot extract covariance matrix")
PQ <- prod(object$dim)
ret <- matrix(0, nrow = PQ, ncol = PQ)
ret[lower.tri(ret, diag = TRUE)] <- object$Covariance
ret <- ret + t(ret)
diag(ret) <- diag(ret) / 2
ret
}

<

Fragment referenced in 3a.

10



> 1sl1$Covariance

[1] 1.3572364 -0.3393091 -0.3393091 -0.3393091 -0.3393091 1.3572364
[7] -0.3393091 -0.3393091 -0.3393091 1.3572364 -0.3393091 -0.3393091
[13] 1.3572364 -0.3393091 1.3572364

> vecov(lsl)

[,1] [,2] [,3] [,4] [,5]
[1,] 1.3572364 -0.3393091 -0.3393091 -0.3393091 -0.3393091
[2,] -0.3393091 1.3572364 -0.3393091 -0.3393091 -0.3393091
[3,] -0.3393091 -0.3393091 1.3572364 -0.3393091 -0.3393091
[4,] -0.3393091 -0.3393091 -0.3393091 1.3572364 -0.3393091
[5,]1 -0.3393091 -0.3393091 -0.3393091 -0.3393091 1.3572364

The most important task is, however, to compute test statistics and p-values. doTest () allows to com-
pute the statistics cmax (taking alternative into account) and cquaq along with the corresponding p-values.
If nresample = 0 was used in the call to LinStatExpCov (), p-values are obtained from the limiting asymp-
totic distribution whenever such a thing is available at reasonable costs. Otherwise, the permutation p-
value is returned (along with the permuted test statistics when PermutedStatistics is TRUE). The p-values
(lower = FALSE) or (1 — p)-values (lower = TRUE) can be computed on the log-scale.

(doTest Prototype 11) =
(object, teststat = c("maximum", "quadratic", "scalar"),
alternative = c("two.sided", "less", "greater"),
pvalue = TRUE, lower = FALSE, log = FALSE, PermutedStatistics = FALSE,
minbucket = 10L, ordered = TRUE, maxselect = object$Xfactor,
pargs = GenzBretz())o¢

Fragment referenced in 12, 19.

11



(doTest 12) =

### note: lower = FALSE => p-value; lower = TRUE => 1 - p-value
doTest <- function(doTest Prototype 11)

{
teststat <- match.arg(teststat, choices = c("maximum", "quadratic", "scalar"))
if (lany(teststat == c("maximum", "quadratic", "scalar")))
stop("incorrect teststat")
alternative <- alternative[1]
if (lany(alternative == c("two.sided", "less", "greater")))
stop("incorrect alternative")
if (maxselect)
stopifnot(object$Xfactor)
if (teststat == "quadratic" || maxselect) {
if (alternative != "two.sided")
stop("incorrect alternative")
}
test <- which(c("maximum", "quadratic", "scalar") == teststat)
if (test == 3) {
if (length(object$LinearStatistic) != 1)
stop("scalar test statistic not applicable")
test <- 1L ### scalar is maximum internally
}
alt <- which(c("two.sided", "less", "greater") == alternative)
if (!pvalue & (NCOL(object$PermutedLinearStatistic) > 0))
object$PermutedLinearStatistic <- matrix(NA_real_, nrow = O, ncol = 0)
if (!maxselect) {
if (teststat == "quadratic") {
ret <- .Call(R_QuadraticTest, object, as.integer(pvalue), as.integer(lower),
as.integer(log), as.integer(PermutedStatistics))
} else {
ret <- .Call(R_MaximumTest, object, as.integer(alt), as.integer(pvalue),
as.integer(lower), as.integer(log), as.integer(PermutedStatistics),
as.integer (pargs$maxpts), as.double(pargs$releps),
as.double (pargs$abseps))
if (teststat == "scalar") {
var <- if (object$varonly) object$Variance else object$Covariance
ret$TestStatistic <- object$LinearStatistic - object$Expectation
ret$TestStatistic <-
if (var > object$tol) ret$TestStatistic / sqrt(var) else NaN
}
}
} else {
ret <- .Call(R_MaximallySelectedTest, object, as.integer(ordered), as.integer(test),
as.integer (minbucket), as.integer(lower), as.integer(log))
}
if (!PermutedStatistics) ret$PermutedStatistics <- NULL
ret
}
o

Fragment referenced in 3a.
Uses: NCOL 139c.

12



> ### c_max test statistic
> ### no p-value
> doTest(1lsl, teststat = "maximum", pvalue

$TestStatistic
[1] 0.8411982

$p.value
[1] NA

> ### p-value
> doTest(1sl, teststat = "maximum")

$TestStatistic
[1] 0.8411982

$p.value
[1] 0.8852087

> ### log(p)-value
> doTest(1lsl, teststat = "maximum", log =

$TestStatistic
[1] 0.8411982

$p.value
[1] 0.108822

> ### (1-p)-value
> doTest(1s1l, teststat = "maximum", lower

$TestStatistic
[1] 0.8411982

$p.value
[1] 0.1150168

> ### log(1 - p)-value
> doTest(1lsl, teststat = "maximum", lower

$TestStatistic
[1] 0.8411982

$p.value
[1] -2.164164

> ### quadratic
> doTest(1lsl, teststat = '"quadratic")

$TestStatistic
[1] 1.077484

$p.value
[1] 0.897828

= FALSE)

TRUE)

= TRUE)

= TRUE, log = TRUE)

13



Sometimes we are interested in contrasts of linear statistics and their corresponding properties. Ex-
amples include linear-by-linear association tests, where we assign numeric scores to each level of a factor.
To implement this, we implement lmult so that we can then left-multiply a matrix to an object of class
LinStatExpCov.

( Contrasts 14) =

lmult <- function(x, object) {
stopifnot(!object$varonly)
stopifnot(is.numeric(x))
if (is.vector(x)) x <- matrix(x, nrow = 1)
P <- object$dimension[1]
stopifnot(ncol(x) == P)
Q <- object$dimension[2]
ret <- object
xLS <- x %*) matrix(object$LinearStatistic, nrow = P)
xExp <- x ¥*), matrix(object$Expectation, nrow = P)
xExpX <- x %*} matrix(object$ExpectationX, nrow = P)
if @==1 {
xCov <- tcrossprod(x %*J), vcov(object), x)
} else {
zmat <- matrix(0, nrow = P * @, ncol = nrow(x))
mat <- rbind(t(x), zmat)
mat <- mat[rep(l:nrow(mat), Q - 1),,drop = FALSE]
mat <- rbind(mat, t(x))
mat <- matrix(mat, ncol = Q * nrow(x))
mat <- t(mat)
xCov <- tcrossprod(mat %*} vcov(object), mat)
}
if (!is.matrix(xCov)) xCov <- matrix(xCov)
if (length(object$PermutedLinearStatistic) > 0) {
xPS <- apply(object$PermutedLinearStatistic, 2, function(y)
as.vector(x %*% matrix(y, nrow = P)))
if (!is.matrix(xPS)) xPS <- matrix(xPS, nrow = 1)
ret$PermutedLinearStatistic <- xPS
}
ret$LinearStatistic <- as.vector(xLS)
ret$Expectation <- as.vector (xExp)
ret$ExpectationX <- as.vector (xExpX)
ret$Covariance <- as.vector(xCov[lower.tri(xCov, diag = TRUE)])
ret$Variance <- diag(xCov)
ret$dimension <- c(NROW(x), Q)
ret$Xfactor <- FALSE
if (length(object$StandardisedPermutedLinearStatistic) > 0)
ret$StandardisedPermutedLinearStatistic <-
.Call(R_StandardisePermutedLinearStatistic, ret)
ret
}
o

Fragment referenced in 3a.
Uses: NROW 139b, P 25a, Q 25e, x 24d, 25bc, y 25d, 26ab.

Here is an example for a linear-by-linear association test.

> set.seed(29)
> 1s1d <- LinStatExpCov(X = model.matrix(~ x - 1), Y = matrix(y, ncol = 1),
+ nresample = 10, standardise = TRUE)
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set.seed(29)

1sls <- LinStatExpCov(X = as.double(1:5)[x], Y = matrix(y, ncol = 1),
nresample = 10, standardise = TRUE)

Isic <- Imult(c(1:5), 1sid)

stopifnot (isequal(lslc, 1lsis))

set.seed(29)

1s1d <- LinStatExpCov(X = model.matrix(~ x - 1), Y = matrix(c(y, y), ncol = 2),
nresample = 10, standardise = TRUE)

set.seed(29)

1sls <- LinStatExpCov(X = as.double(1:5)[x], Y = matrix(c(y, y), ncol = 2),
nresample = 10, standardise = TRUE)

Islc <- 1mult(c(1:5), 1sid)

stopifnot (isequal(lsic, 1lsl1s))

VV+VV+VVYVYV + VYV

2.1.4 Tabulations

The tabulation of ix and iy can be computed without necessarily computing the corresponding linear
statistics via ctabs().

( ctabs Prototype 15) =
(ix, iy = integer(0), block = integer(0), weights = integer(0),
subset = integer(0), checkNAs = TRUE)¢

Fragment referenced in 16, 20.
Uses: block 28bd, subset 27be, 28a, weights 26¢

"ctabs.R" 16=

(R Header 163a)
ctabs <- function( ctabs Prototype 15)

{
stopifnot(is.integer(ix) || is.factor(ix))
N <- length(ix)
( Check iz 9a)
if (length(iy) > 0) {
stopifnot(length(iy) == N)
stopifnot(is.integer(iy) || is.factor(iy))
( Check 1y 9b)
}
( Check weights, subset, block 5a)
if (length(iy) == 0 && length(block) == 0)
return(.Call(R_OneTableSums, ix, weights, subset))
if (length(block) == 0)
return(.Call(R_TwoTableSums, ix, iy, weights, subset))
if (length(iy) == 0)
return(.Call(R_TwoTableSums, ix, block, weights, subset)[,-1,drop = FALSE])
return(.Call(R_ThreeTableSums, ix, iy, block, weights, subset))
}
o

Uses: block 28bd, N 24bc, R_OneTableSums 118a, R_ThreeTableSums 127b, R_TwoTableSums 122b, subset 27be, 28a,
weights 26¢c, weights, 26de.
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> t1 <- ctabs(ix = ix, iy = iy)
> t2 <- xtabs(™ ix + iy)
> max(abs(t1[-1, -1] - t2))

(11 o
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Chapter 3

C Code

The main motivation to implement the libcoin package comes from the demand to compute high-dimensional
linear statistics (with large P and @) and the corresponding test statistics very often, either for sampling
from the permutation null distribution Hy or for different subsets of the data. Especially the latter task
can be performed without actually subsetting the data via the subset argument very efficiently (in terms of
memory consumption and, depending on the circumstances, speed).

We start with the definition of some macros and global variables in the header files.

3.1 Header and Source Files

"libcoin_internal.h" 2la=

( C Header 163b)

(R Includes 21b)

( C Macros 22a)

( C Global Variables 22b)
©

These includes provide some R infrastructure at C level.

(R Includes 21b) =

#include <R.h>

#include <Rinternals.h>

#include <Rmath.h>

#include <Rdefines.h>

#include <R_ext/stats_package.h> /* for S_rcont2 */
#include <R_ext/Applic.h> /* for dgemm */

#include <R_ext/Lapack.h> /* for dgesdd */

o

Fragment referenced in 21a.

We need three macros: S computes the element X;; of a symmetric n X n matrix when only the lower
triangular elements are stored. LE implements < with some tolerance, GE implements >.
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( Function Definitions 24a) =

( MoreUtils 139a )

( Memory 147a)

( P-Values 65b )

( KronSums 97b)

( colSums 112a)

( SimpleSums 93c)

( Tables 117a)

( Utils 131b)

( LinearStatistics 79b )

( Permutations 136b )

( ExpectationCovariances 80a )
( Test Statistics 60a )

( User Interface 31a)

(2d User Interface 42b)

( Tests 53a)

o

Fragment referenced in 23c.

3.2 Variables

N is the number of observations
(R N Input 24b) =

SEXP N,
<o

Fragment referenced in 94a.

Defines: N bab, 6, 8, 16, 24c, 35ab, 36ab, 37abc, 38a, 40, 44, 68, 79d, 83b, 84b, 86a, 87a, 88a, 89, 91a, 92ab, 93a, 94b, 95a, 97a,
99a, 101, 102a, 104, 107, 108b, 109a, 110b, 111c, 113a, 114a, 116b, 118a, 119a, 122b, 123b, 127b, 128b, 132b, 133b,
134ab, 135a, 136a, 145.

which at C level is represented as R_xlen_t to allow for N > INT_MAX
( Cinteger N Input 24c) =

R_xlen_t N
<&
Fragment referenced in 25bc, 34, 40, 44, 79¢, 83b, 84a, 86ab, 88ab, 91ab, 94c, 95b, 96abc, 99a, 100b, 108bc, 113a, 118a, 122b,
127b, 132b, 133a, 134ab, 135b.
Defines: N 5ab, 6, 8, 16, 24b, 35ab, 36ab, 37abc, 38a, 40, 44, 68, 79d, 83b, 84b, 86a, 87a, 88a, 89, 91a, 92ab, 93a, 94b, 95a, 97a,
99a, 101, 102a, 104, 107, 108b, 109a, 110b, 111c, 113a, 114a, 116b, 118a, 119a, 122b, 123b, 127b, 128b, 132b, 133b,
134ab, 135a, 136a, 145.

The regressors x;,i =1,..., N

(R z Input 24d) =

SEXP x,
<&
Fragment referenced in 31b, 42c¢, 50a, 79c, 87b, 88b, 90, 91b, 98, 100b, 108ac, 112b, 117b, 122a, 127a.
Defines: x 8, 14, 18, 22a, 25bc, 32a, 33ab, 35ab, 37ac, 38ad, 40, 43b, 44, 45ab, 46¢, 47, 50b, 51, 79d, 88a, 89, 91a, 92a, 99a,
100a, 101, 102a, 104, 107, 108b, 109a, 110b, 111c, 113a, 114a, 116b, 118a, 119a, 121b, 122b, 123b, 126, 127b, 128b,
131a, 139bc, 140a, 145, 146.
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3.2.1 Example Data and Code

We start with setting-up some toy data sets to be used as test bed. The data over both the 1d and the 2d
case, including weights, subsets and blocks.

> N <- 20L

> P <- 3L

> Lx <- 10L

> Ly <- 5L

> Q <- 4L

> B <- 2L

> iX2d <- rbind(0, matrix(runif(Lx * P), nrow = Lx))
> ix <- sample(l:Lx, size = N, replace = TRUE)

> levels(ix) <- 1:Lx

> ixf <- factor(ix, levels = 1:Lx, labels = 1:Lx)

> x <- iXad[ix + 1,]

> Xfactor <- diag(Lx)[ix,]

> i¥2d <- rbind(0, matrix(runif(Ly * ), nrow = Ly))
> iy <- sample(1l:Ly, size = N, replace = TRUE)

> levels(iy) <- 1:Ly

> iyf <- factor(iy, levels = 1:Ly, labels = 1:Ly)
>y <- ivad[iy + 1,]

> weights <- sample(0:5, size = N, replace = TRUE)

> block <- sample(gl(B, ceiling(N / B))[1:N])

> subset <- sort(sample(1:N, floor(N * 1.5), replace = TRUE))
> subsety <- sample(1:N, floor(N * 1.5), replace = TRUE)

> r1 <- rep(1:ncol(x), ncol(y))

> riXfactor <- rep(l:ncol(Xfactor), ncol(y))

> r2 <- rep(1:ncol(y), each = ncol(x))

> r2Xfactor <- rep(l:ncol(y), each = ncol(Xfactor))

As a benchmark, we implement linear statistics, their expectation and covariance, taking weights, subsets
and blocks into account, at R level. In a sense, the core of the libcoin package is “just” a less memory-hungry
and sometimes faster version of this simple function.

> LECV <- function(X, Y, weights = integer(0), subset = integer(0), block = integer(0)) {
+

+ if (length(weights) == 0) weights <- rep(l, NROW(X))

+ if (length(subset) == 0) subset <- 1:NROW(X)

+ idx <- rep(subset, weights[subset])

+ X <- X[idx,,drop = FALSE]

+ Y <- Y[idx,,drop = FALSE]

+ sumweights <- length(idx)

+

+ if (length(block) == 0) {

+ ExpX <- colSums (X)

+ ExpY <- colSums(Y) / sumweights

+ yc <= t(t(Y) - ExpY)

+ CovY <- crossprod(yc) / sumweights

+ CovX <- crossprod(X)

+ Exp <- kronecker (ExpY, ExpX)

+ Cov <- sumweights / (sumweights - 1) * kronecker(CovY, CovX) -
+ 1 / (sumweights - 1) * kronecker(CovY, tcrossprod(ExpX))
+

+ ret <- list(LinearStatistic = as.vector(crossprod(X, Y)),
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d <- LinStatExpCov(X = integer(0), ix = ix, Y = iY2d, iy = iy, ...)
return(cmpr(a, b) && cmpr(d, b))

}

stopifnot(

testit() && testit(weights = weights) &&

testit (subset = subset) && testit(weights = weights, subset = subset) &&
testit(block = block) && testit(weights = weights, block = block) &&
testit (subset = subset, block = block) &&

testit(weights = weights, subset = subset, block = block))

+ + + 4+ +V + + +

All three implementations give the same results.

3.3 Conventions

Functions starting with R_ are C functions callable via .Call() from R. That means they all return SEXP.
These functions allocate memory handled by R.

Functions starting with RC_ are C functions with SEXP or pointer arguments and possibly an SEXP return
value.

Functions starting with C_ only take pointer arguments and return a scalar nor nothing.

Return values (arguments modified by a function) are named ans, sometimes with dimension (for example:
PQ_ans).

3.4 C User Interface

3.4.1 One-Dimensional Case (“1d”)

( User Interface 3la) =

( RC_EzpectationCovarianceStatistic 34)

( R_EzpectationCovarianceStatistic 33a )

( R_PermutedLinearStatistic 40 )

( R_StandardisePermutedLinearStatistic 42a)
o

Fragment referenced in 24a.

The data are given as x; and y; for ¢ = 1,..., N, optionally with weights, subset and blocks. The latter
three variables are ignored when specified as integer (0).

( User Interface Inputs 31b) =
(R z Input 24d)
(R y Input 25d )
( R weights Input 26¢),
(
(
o

R subset Input 27b),
R block Input 28b),

Fragment referenced in 32b, 34, 38c.

This function can be called from other packages.
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